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Home Work place

Bob’s identity!

But location data is sensitive…

Bob



Ahá, then hide in the crowd!

Aggregate Location Data



Even aggregate location is sensitive…



This talk

-How much information about users is in the aggregates?
+ Mobility profiles and localization

-Can we find whether a user is in the aggregates?
+ Membership

Knock Knock, Who's There? Membership Inference on Aggregate Location Data. 
Apostolos Pyrgelis, Carmela Troncoso, and Emiliano De Cristofaro. NDSS 2018.

What Does The Crowd Say About You? Evaluating Aggregation-based Location Privacy. 
Apostolos Pyrgelis, Carmela Troncoso, and Emiliano De Cristofaro. PoPETS 2017
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Prior on 
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(P)

Aggregates
(A)

User profiling (P probabilities)
what was Bob’s behavioral pattern?

Localization (P binary)
where was Bob exactly?

^

Privacy Loss:
Normalized Difference Error

Error

Error - Error

^(P)

^



Prior Knowledge –
Observation Period T ≠ T’

Prior on 
the user
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(user profiles)
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Adversary’s Inference Strategy 
^(P)

^

Bayesian Update
Posterior probability of a user being in a location at a certain time, given the prior and the 
aggregates

MAX-ROI
Greedy strategy that assigns the most probable users to each location, until the 
aggregates are consumed

MAX-USER
Greedy strategy that assigns each user to her most likely locations, until the aggregates 
are consumed



Real Datasets

60M trips - 4M unique oyster cards - 582 stations

Monday, March 1 - Sunday, March 28, 2010

Top 10K oyster ids per # of trips
active for 115±21 out of the 672 timeslots 
reporting 171±26 ROIs in total 

Sparse  / Regular

11M GPS coord - 534 cabs in SF (100 ROIs of 0,5x0,37 mi2)

May 19 to June 8, 2008

Taxis 
active for 340±94 out of the 504 timeslots
report 3,663±1,116 ROIs in total 

Dense / Irregular

Inference Period: Last Week



Results – Profiling (Prior: frequent ROIs) 

SFC TFL

Inferring mobility profiles of commuters easier than cabs

Assignment Priors are more informative (thus less loss)



Results – Regular Patterns (Prior: frequent ROIs per day) 

SFC TFL

Weekdays Weekend 



Results – Regular Patterns (Prior: frequent ROIs per day) 

SFC TFL

Ir
re

gu
la

r

Irregular Mornings



Results – Regular Patterns (Prior: frequent ROIs per day) 

SFC TFL
Morning Midday no movement 



Results – Localization (Prior: frequent ROIs) 

SFC TFL

Commuters are best localized via their most popular
ROIs, whereas cabs via their last hour's ROIs



The attack works… what about defenses?
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Aggregates
(A)

Input perturbation

Output perturbation

Simple Counter Mechanism (SCM)
event-level privacy
Configurable for ϵ-DP

Fourier Perturbation Algorithm (FPA)
Noise in the compressed domain (DFT)
Reduces Noise (more Utility)

Randomized Response (SpotMe)
Report truth with prob (1-p)
Compute aggregation on perturbed inputs

Privacy Gain

Utility Loss



Results – Input perturbation

UTILITY
Privacy

As privacy increases, Utility decreases

Regular patterns easier to protect but more utility loss 



Results – Output perturbation
UTILITYPrivacy

“Good” utility bad privacy 

good privacy 
bad utility

Regular patterns easier to protect 
but more utility loss 

TFL

SFC



Location aggregates enable an adversary with 
some prior knowledge to profile and localize users

DP mechanisms improve privacy but hurt the utility 
of the time-series

(outside of DP adversarial model)

Take Aways



Prior on 
the user

(P)

ϵ



Can we infer if     is in         ? 

^(P)

^

ϵ ?
Regulators can verify possible misuse of the data

Aggregates might reflect sensitive locations / time

Aggregates might relate to a group of users that 
share a sensitive characteristic

Membership attacks

Profiling / Localization attacks



Modeling Membership attacks ϵ ?

Game-based: adversary aims at distinguishing location aggregates that 
include data of a target user from those that do not



Modeling Membership attacks ϵ ?

Game-based: adversary aims at distinguishing location aggregates that 
include data of a target user from those that do not

Distinguish (      U    ) from  (      U    )

Aggregate (     U    ) or (     U    )
b = 0 b = 1



Distinguishing Function Distinguish (      U    ) from  (      U    )

Membership inference can be modeled as a binary classification task

Distinguishing function: Supervised Machine Learning Classifier

Prior on 
the user

(P) ϵ ?
Training Testing

Privacy Loss:
Improvement over random guess

AUC - 0.5

0.5



Prior Knowledge – Subset of locations during TI
Prior on 
the user

(P)

In

Out

In

Out

Strong adversary!!
Telco provider
LBS provider

Linkability of datasets



Prior Knowledge – Participation in past groups Prior on 
the user

(P)

In

Out

In

Out

Two cases

Static continuous release: 
TEST ON SAME GROUPS

Dynamic continuous release: 
TEST ON DIFFERENT GROUPS



Experimental Setup

150 users: 50 random users per mobility 
groups (Highly, Mildly, Somewhat) 

Sampling users

Groups of m users with/without   
balanced labeled dataset

Sample & Aggregate

per location (ROI): 
variance, minimum, maximum, median, mean, standard deviation, total sum

Feature extraction

Classification
ϵ ?

Training Testing

Logistic Regression
Nearest network (k-nn)
Random Forest
Multi layer perceptron



Results – Subset of Locations (TFL)
11% users 

(1100 out of 10000)
400 groups train / 100 test

Groups 10 users Groups 100 users Groups 1000 users

m users / group



Results – Same past groups 2 or 3 weeks training
150 random groups (75 in/75 out)

Last week testing

SFC

m users / groupm users / group

TFL



Results – Different past groups 400 random groups (300 / 100)
300 -> 2 weeks training

100 -> 1 week testing

SFC

m users / groupm users / group

TFL



What about defenses? DP is membership-oriented!!

worst-case adversary 
perfect prior knowledge 

AUC = 1 on raw aggregates

Privacy Gain

Utility Loss

ϵ ?
Laplacian
Gaussian
FPA
EFPAG

Testing

Prior on 
the user

(P)

Training

Laplacian
Gaussian
FPA
EFPAG

Prior on 
the user

(P)



Results – Differential Private Aggregates
UTILITYPrivacy

TFL

SFC



Results – Differential Private Aggregates
UTILITYPrivacy

“Good” utility bad privacy 

good privacy 
bad utility

good privacy 
bad utility

“Good” utility bad privacy 

TFL

SFC



Results – Differential Private Aggregates

Prior on 
the user

(P)
Laplacian
Gaussian
FPA
EFPAG

Prior on 
the user

(P)



Membership attacks on aggregate statistics are pretty effective

DP mechanisms are overall successful at preventing
membership inference at the cost of utility

A strategic adversary that mimics the behavior of the defender 
can reduce the privacy gain

DP mechanisms specific for time-series settings work better

Take Aways



Aggregation is a weak privacy-preserving mechanism
membership attacks are feasible

leak information about users

Differential privacy offers good protection 
only when it utility is heavily affected

Need for novel defense mechanisms for privacy-preserving 
mobility analytics

Our methods can be used to evaluate defense mechanisms!

Conclusions



Thanks!!
http://carmelatroncoso.com/

https://spring.epfl.ch/
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